
A REFERENCE STANDARD FOR SPEECH RECOGNISERS

S.J. Cox1, P.W. Linford1, I. Jennings1 and R.D. Johnston2

(1) School of Information Systems, University of East Anglia, Norwich NR4 7TJ.
     (sjc@sys.uea.ac.uk)
(2) Advanced Applications and Technology, British Telecom Laboratories,

   Martlesham Heath, Ipswich IP5 7RE.

1. INTRODUCTION
The assessment of the performance of speech recognition algorithms has received much less attention
than development of new algorithms themselves.  In the early days of algorithm development,
assessment was often ad hoc using small databases which gave results of dubious statistical
significance.  This situation was much improved in the late 1980’s when a number of large speech
databases were made available with the explicit purpose of enabling comparisons to be made between
recognisers e.g. [1], [2].  However, valid comparisons can be made only when the recognisers have
been tested on the same databases.

In the field of telecommunications, the problem of assessing the performance of different speech
transmission channels has been successfully approached by using a "reference distortion" technique,
which avoids the many problems associated with having to characterise speech used as the "raw
material" for any test.  The technique depends upon being able to devise a means for controllably and
representatively degrading speech quality to provide a calibrated reference system.  The speech quality
from the transmission channel under test is compared with clean speech which has been given a
known but variable amount of degradation. The amount of impairment necessary for listeners to judge
that the quality of the transmission channel speech is equal to that of the degraded speech is a measure
of the quality of the transmission channel.  Using such a system, it is possible to rate the performance
of different speech transmission systems over a wide range of speech and speaker types [3].

Our aim is to modify this philosophy and approach to characterise the performance of speech
recognisers.  The reference point for performance is the performance of a "human recogniser", and we
deliberately degrade this performance until it matches the performance of an automatic recogniser
under test.  The amount of impairment required for human performance to match that of the automatic
recogniser is a measure of the quality of the recogniser.  Although this may at first seem an
unnecessarily difficult way of characterising recogniser performance, its advantage lies in the fact that
it should be possible to quote a single performance figure for a recogniser rather than a figure which
depends on the speech database used for testing.  The technique also supplies useful side-information
about human speech recognition performance.  A similar idea was proposed by Moore [4] who used
measurements of confusions of speech sounds by humans to develop a theoretical model for predicting
recogniser performance on a given vocabulary at a given signal to noise ratio.  The idea of comparing
the performance of humans and machines on distorted speech has also been investigated by Steeneken
[5].

In some earlier work [6], we established the viability of testing the recognition performance of humans
on a small vocabulary task and comparing performance on speech of two different bandwidths.  This
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work extends the previous work to a large vocabulary and a set of more sophisticated impairments.  In
this paper, we first describe the design and recording of a database which we intend to become a
reference database for the testing of recognisers.  We then describe the proposed degradation to the
speech and the  listening-tests which will be used to establish a human reference for recognition
accuracy.  Finally, we describe the design and testing of three experimental interfaces which enable a
subject in a listening-test to select a word from a list of over 5000 words.

2. THE HR (Human Reference) DATABASE
2. 1 Database requirements
We have decided at this stage to make our task that of recognition of isolated words.  The reasons for
this are twofold:

1. It enables us to focus on the “acoustic” recognition performance of humans and recognisers,
without any help from the context of surrounding words.

2. It avoids the extra problems associated with assessing the accuracy of transcriptions of
continuous speech utterances

Our speech database was required to fulfil the following criteria:
1. Isolated word
2. High quality speech (since one of the aims of the project was to degrade the speech it was

essential to begin with undegraded speech)
3. English language, British accent (since our listeners would be drawn from this language

group)
4. Coverage of a realistically large vocabulary
5. Multiple speakers

There were no existing databases which had these attributes and so we designed and recorded our
own.

2.2 Database design and vocabulary selection
The design of the database was dictated by the above criteria and also by what was practicable to
record in terms of number of speakers, length of recording-session for each speaker and in data-
processing and handling overhead.

In addition to a set of large vocabulary words, it was decided to record two further sets of words:
1. the Texas Instruments (TI) control words (plus three extra words)
2. a set of 100 names of towns in the UK.  These words are the most frequently requested names

of towns as recorded by BT operators.
The rationale for recording these other two sets of words is that indicative performance figures for
various speech recognisers already exist for these datasets and so they would act as a calibration
check.  Two "accent-diagnostic" sentences were also included for later analysis to determine whether
there were any effects of speaker accent on recognition accuracy.  The sentences were:

1. I hear that some young bear cubs were caught off guard by the rising tide.
2. One of the cubs soaked its brown pelt in a bath of muddy sea water.

The design of these sentences is discussed in [7].

It was decided that a vocabulary size of about 5000 words would fulfil the requirement of (4) above,
coverage of a realistically large vocabulary.  One factor that guided us in this decision was that 5000



A REFERENCE STANDARD FOR SPEECH RECOGNISERS

words is the vocabulary size of the smallest version of a commercial speech dictation system.  The
word list used was constructed from a list of words ordered by frequency of occurrence . The early
words in this list (such as ‘the’ and ‘and’) were removed from the list as were abbreviations and
single-letter words.  The remaining words were first processed by an algorithm which identified and
removed homonyms.  They were then manually inspected for groups of words which shared the same
root and were very close to each other, and also for any homonyms missed by the automatic algorithm.
The number of words remaining was 5100.  The list was then randomly ordered.

The design of the database was determined by the requirements of the listening tests and by what was
practical to record.  Ideally, we would like a large number of repetitions of the vocabulary from a large
number of speakers which would enable us to factor out any variations due to vocabulary and
speakers.  Practically, we considered that a speaker could record only about 250 words in a session
and that 100 speakers was about the maximum we could record.  This led to a design in which each
dictionary word was uttered by three different speakers from a total of 102 speakers.  Figure 1 shows
how this was achieved.  The 5100 dictionary words were divided into 34 groups of 150 words and
each speaker (shown as S1, S2...) spoke 150 words, 100 of which overlapped with the previous and
next speaker’s words (the final speaker’s words “wrapped around” to the start).  As well as the 150
dictionary words, each speaker spoke all the TI control words (25 words) and half of the town-names
(50 words) giving a total of  225 words. The total size of the database is thus (102 x 225) = 22 950
utterances.

Figure 1: Assignment of the 5100 dictionary words to the 102 speakers

We balanced the speakers by age and by sex by having 51 male and 51 female speakers and dividing
the speakers into 5 age groups with approximately equal numbers in each age group. Speakers were
required to have British English as their first language and were vetted for speech abnormalities or for
very severe accents.  A payment of £10 was made to each speaker who completed a successful
recording session.

2.3 Database recording and processing
A wordlist for each speaker was produced and this list was made available to the speaker before he or
she arrived for the recording session to enable any unusual or difficult-to-pronounce words to be
identified.  The database was recorded in an acoustically isolated booth using a high-quality Sony
electret tieclip microphone.  The waveform was recorded digitally at a sampling-rate of 22.05 kHz and
at 16-bit resolution.
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The words in the speaker's wordlist were displayed in turn as a prompt.  After display, the speaker had
a recording “window” of 1.7 seconds within which to pronounce the word.  The utterances were
monitored by a session manager to check for quality of pronunciation and for any clipping of the
utterance within the recording window.  The utterances were also monitored automatically for
amplitude overload.  Any utterances considered faulty were re-submitted to the speaker's wordlist for
re-recording.  A typical recording session lasted about 40 minutes, including a practice session.

The utterance endpoints were found automatically using a modified version of the endpointing
algorithm of Rabiner and Sambur [8] which set the endpoints quite conservatively.  A number of these
automatic endpoints were manually inspected, especially for words which began or ended on weak
fricatives, which are the most difficult to endpoint automatically.  We found no cases in which words
had been clipped at the start of an utterance or truncated at the end of an utterance.

The speech data from each utterance was stored as a Windows ".wav" file.  Each data file was
accompanied by an "information" file which detailed useful information about the utterance e.g. the
text of the word, the endpoints, the speaker etc.  Finally, the data and information files were
transferred to a CD-ROM.  The complete database occupies four CD-ROMs and will be made
available to the speech community.

3. LISTENING TESTS
3.1 Speech distortions
The method of evaluation using a reference system depends upon being able to find a way of
distorting the speech which produces a smooth monotonic decrease in human recognition accuracy
performance with increasing distortion.  Many distortions exhibit a sharp “knee” in the distortion
level/recognition accuracy curve which makes them unsuitable for use for this purpose.  In addition, a
suitable distortion must not produce so severe an effect on the signal that it becomes too fatiguing for a
listener.  We experimented informally with several candidate distortions:

1. additive constant-level white noise
2. additive speech amplitude-modulated noise
3. de-tuned AM receiver distortion
4. speech spectrum inversion
5. noise added to LPC error-signal or coefficients
6. time-frequency modulation (TFM) of speech

(1) and (2) mask rather than distort the speech and as such can be highly effective in lowering
recognition accuracy.  However, these techniques exhibit both of the undesirable characteristics
mentioned above. (3) (4) and (5) produce marked changes in quality in the speech signal and certainly
lower intelligibility.  Unfortunately, even when the highest level of distortion that these techniques can
provide is used, the speech remains reasonably intelligible, as the ear is remarkably resilient to
changes in the power spectrum of the speech signal if the temporal information is retained.

Technique (6), TFM, has the merit of providing distortion of both time and frequency of the speech
signal. A convenient way of representing the effect of TFM is to imagine that the original sampled
signal is being re-sampled by a time-varying sampler whose sampling period is given by τ , where

τ α π= +T f tm( cos )1 2 .                       (1)
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T is the original sampling period, f m  is a low frequency (a few Hz) and α is the “depth of
modulation” (0 ≤ α < 1). This technique has already been successfully used to distort speech to
provide a reference for assessing the quality of speech synthesisers [9].  The same study found that, for
fixed f m , there was a monotonic relation between the depth of modulation α and the “listening effort”
required from the listener. This suggests that there may be a monotonic relationship between
recognition accuracy and α.  Accordingly, it was decided to adopt TFM as the preferred method of
impairing the speech. f m  was fixed at 6.67 Hz (a value found to be appropriate in [9]) and the degree
of impairment was adjusted by varying α.

3.2 Preliminary Listening Tests
Our objectives in the first set of listening tests were:

1. To experiment with the value of α in equation 1 to find a range of α’s that generated
appropriate distortions;

2. To test the viability of use of the interface for recording subjects’ responses (see section 4);
3. To test the hypothesis that recognition rate falls smoothly as α is increased.
4. To make a preliminary study of differences between listeners, vocabularies and speakers.

Five different values of α (0.0, 0.1, 0.15, 0.2 and 0.3) were used in these experiments—we refer to the
application of the corresponding distortions to the utterances as treatments A,B,C,D and E.  A set of
twenty utterances (set S) was selected from the utterances of the dictionary words.  S contained four
words of one, two, three four and five syllables each.  All words in S were uttered by the same
speaker.  Each listener heard:

1. Set S at each of the five treatments (total 100 utterances);
2. A set of 100 utterances made up from randomly selected words spoken by randomly selected

speakers.  20 of these utterances were given treatment A, 20 treatment B, etc.

Testing ten subjects with S at different treatments will show whether  recognition rate falls
monotonically as α is increased and will also show how much variation there is between subjects.  The
other 100 utterances will show how much variation exists between different vocabularies and different
speakers.
At time of writing, these experiments are in progress.

4. INTERFACE SELECTION
4.1 Design of three experimental interfaces
Subjects participating in the listening tests were required to select the word that they had recognised
out of a vocabulary of 5100 words.  It was vital to ensure that the process of selecting a word was
simple and accurate and we conducted experiments on three different selection interfaces to determine
which would be most suitable for the task.  The interfaces were all programmed to work in the
“Windows” environment and in all cases, the wordlists were displayed in boxes with vertical and
horizontal “scrollbars” which would display different parts of the lists when the cursor was positioned
in them and the mouse button clicked. Briefly, the interfaces were as follows:

Interface 1: The words were displayed in 26 overlaid pages.  A page held all the words
beginning with a certain letter and was selected using the mouse.  An individual word could
then be selected using the mouse or keyboard TAB or arrows.
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Interface 2: The words were displayed in a grid of 26 columns, each column containing the
words beginning with a different letter of the alphabet.  Selection was by the mouse or
keyboard TAB or arrows.

Interface 3: The words were “stored” in alphabetical order in a single long scrollable list.
About 12 words above and below the word on which the cursor was currently positioned
could be viewed at any time in the window.  Words could be selected both by keyboard and
mouse.  If the keyboard was used, an “incremental search” was begun in which the cursor was
positioned over the first word in the list which began with the string of letters typed by the
user, remaining at the last position reached if the next character typed did not define a word in
the list.

4.2 Experiments with the interfaces
The experiments using subjects were conducted before the full list of 5100 dictionary words was
available and so for test purposes, recordings of isolated utterances of 20 different city and town
names were used as the speech material and a set of 2765 names of towns in the UK was used to
provide the list.  The twenty spoken names were chosen to be far apart in the list so that the subject
was required to traverse over a large portion of the complete list when making a selection.  The twenty
spoken names were spoken by the same speaker and the same set was used to test each of ten subjects.

The ten subjects recruited for the tests had a mixture of computer/keyboard skills ranging from almost
no experience of using a computer to full-time users.  Each was given a written introduction to the
nature of the experiments and instructions on how each interface operated.  The structure of the
experiments was as follows:

1. Subject reads written introduction.
2. A training phase for Interface 1.  This consisted of six utterances, not from the test set.  The

subjects used this phase to familiarise themselves with the operation of the interface.
3. A test phase for Interface 1.  This consisted of twenty utterances  A single utterance was

played and the subject had to select the word spoken from the list of words.  The length of
time from the end of the utterance to the subject’s selection was recorded.

4. Steps 2 and 3 were repeated for Interfaces 2 and 3.
5. On completion of the experiment, subjects were asked to complete a questionnaire.

4.3 Experimental results
The response times from each session were collated and average response times calculated for each
interface and each subject.  The average response time for each subject can be seen in Figure 2 and the
response time for each word in Figure 3.  Of  the 200 words identified by subjects, only one was
incorrectly selected (“Teignmouth” instead of “Teeside”) and this was immediately recognised as an
error by the subject.  Three subjects reported a problem with finding the word “Rhonnda”—this may
have been because they were unable to spell it correctly.

None of the subjects reported any great difficulties with using the interfaces and most found all three
interfaces to be immediately obvious and intuitive to use.  The subjects were asked to select their
preferred interface from the three tested.  Nine out of ten preferred Interface Three.
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Fig 2: Average response times on 20 different words by 10 subjects
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Figure 3: Average response times of subjects to 20 words on three different interfaces

4.4 Discussion
The superiority of Interface 3 is confirmed by figures 2 and 3—for all subjects and for all words,
Interface 3 returned the quickest response times.  This is probably due to the “incremental search”
feature in this interface.  The range of response times for this interface suggests that all subjects were
capable of using it efficiently.  Some subjects had difficulty finding a word because they were unsure
about its spelling.  This suggested that the interface should be modified so that in the event of a subject
knowing the identity of a word but being unable to locate it in the list, the subject is asked to enter it
himself using his own spelling.  The word would then be re-identified by the session manager in
consultation with the subject after the session.
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5. DISCUSSION
In this paper, we have reported on progress in applying the "reference distortion" technique used in the
assessment of speech transmission channels to the problem of assessing the performance of speech
recognisers.  We have developed a set of tools and techniques which have enabled us to make
significant  progress towards accomplishing our goal:
1. The HR database (22 950 utterances of 5220 different words from 102 speakers) has been

recorded;
2. A set of candidate techniques to impair the intelligibility of speech has been tested and one of

these techniques (time-frequency modulation, TFM) has been chosen as a suitable way of
providing a controlled impairment;

3. A set of candidate interfaces to enable a subject to select the word recognised from a very large list
of words has been developed and tested and a usable interface has been chosen.

At time of writing, listening tests are in progress to determine the viability of using TFM to impair the
speech to lower human recognition accuracy.
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