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ABSTRACT
A system that provides translation from speech to sign language
(TESSA) is described. TESSA has been developed to assist a Post
Office clerk (who has no knowledge of sign language) in making
a transaction with a customer using sign language. The system
uses a set of about 370 pre-defined phrases which have been pre-
stored and can be signed by a specially-developed avatar. The
clerk is unable to memorise all these phrases and so the system at-
tempts to map his or her input speech to the pre-stored phrase that
is semantically equivalent to the input phrase. We describe the
language processing that was developed to perform this task, and
give results obtained using alternative formulations of the phrases
from a number of speakers. We then give results for speech input
and show the effect of different configurations of the recogniser’s
language model on the results. Best performance was obtained
when the language model was closely integrated with the task.

1. INTRODUCTION

TESSA (Text and Speech Sign Support Assistant) is a translation
system that is designed to assist in the completion of a transac-
tion between a Post Office (PO) clerk and a deaf customer. The
system translates the clerk’s speech into British Sign Language
(BSL) and displays the signs using a specially-developed avatar.
A priori, it might seem that recognising the clerk’s speech and dis-
playing it as text to the deaf customer would be adequate. How-
ever, for many people who have been profoundly deaf from a
young age, signing is their first language, so they learn to read
and write English as a second language. As a result, many deaf
people have below-average reading abilities for English text and
prefer to communicate using sign language.

A fully automatic speech to sign language translation system
would require the solution of the following problems:

1. automatic speech to text conversion (speech recognition);

2. automatic translation of English text into a suitable seman-
tic representation that can be used to generate sign lan-
guage;

3. display of this representation as a sequence of signs using
computer graphics techniques.

Whilst the first of these problems might be said to be solved under
some restrictive conditions, the second is a formidable machine
translation problem. Sign languages have a syntax and grammar
of their own which is less well-understood than the equivalent
structures of spoken languages, and the task is made more difficult
by the lack of the equivalent of a standard phonetic representation
of the components of the language. There has been increasing re-
search in this area and also in the third area of animation recently,
but it will be a long time before even a semi-automatic system
could be useful.

However, recent research on “formulaic” language has shown
that cross-language communication is possible using a limited set

of pre-defined phrases, provided that the discourse between the
participants is highly constrained in its topics and scope [8]. We
chose to develop a system for use in a PO because many of the
transactions are highly predictable and hence much of the asso-
ciated language can be pre-defined. This enables us to sidestep
or simplify many of the difficult problems cited above by defin-
ing a limited set of phrases that can be recognised and displayed
in sign-language. Although this imposes restrictions on what can
be “translated”, it is still likely to form a useful system because
the task underlying the translation is a highly constrained one. In
this paper, we concentrate exclusively on the speech and language
processing developed to to enhance the usability of the system for
the clerk. More information on the complete TESSA system is
given in [3].

1.1. First System using a Finite State Network

The signed output from TESSA is limited to a set of signed
phrases that has been recorded from a human signer using a
motion-capture process and which can be replayed on an avatar.
These phrases were obtained by analysing transcripts of record-
ings of PO transactions at three locations in the UK, in all about
sixteen hours of business. At the end of this analysis, a set of 115
phrases was prepared which it was estimated would be adequate
to cover about 90% of transactions performed. The set has re-
cently been extended to about 370 different phrases. We refer to
the text of phrases that were used as prompts for recording of the
equivalent sign-sequences as the “canonical phrases”.

Some of these phrases are stored as complete sign sequences
e.g. “Where is it going to?”, “Please put it on the scales for me”.
Other signs can be appropriately concatenated to include vari-
able quantities such as days of the week, money and numerical
amounts e.g. “It is insured up to two hundred pounds”, “It should
get there by Tuesday but it’s not guaranteed”, where the italicised
phrases are variable quantities. The first version of TESSA used
a finite state network (FSN) language model that represented all
the possible phrases that could be signed. However, it was found
(unsurprisingly) that the clerks were unable to remember the ex-
act phrases available. They became frustrated when they spoke
phrases which were close in wording to a legal phrase or which
were semantically equivalent to a legal phrase, but which the sys-
tem was unable to recognise. In an assessment of the TESSA sys-
tem, three clerks rated communication in transactions completed
with Tessa as less acceptable than in transactions completed with-
out Tessa [F(1,178)=3.89, p � 0�05]. On a 3-point scale (from
1–”Low” to 3–”High”) average ratings were 2.5 with TESSA and
2.6 without [3].
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Figure 1: Overview of the speech and language processing com-
ponents of the TESSA system

2. DEVELOPMENT OF AN
“UNCONSTRAINED” SPEECH INPUT

SYSTEM

2.1. System Components

Figure 1 gives an overview of the components of the speech and
language processing system in the “unconstrained input” TESSA
system.

The acoustic models used in the experiments reported here
were formed using the WSJCAM0 dataset. They were trained on
the speaker-independent training set si tr of WSJCAM0 (92
talkers, � 90 utterances per speaker) and comprised a total of
3500 HMM states with 8 Gaussian mixture components per state.
WSJCAM0 is a database of studio-quality speech from British-
accented speakers, and the recordings of our subjects also had
these characteristics. However, the two recordings were made
under different conditions, so some loss of performance (com-
pared with a system where training and test sets are drawn from
the same dataset) is inevitable. No speaker adaptation was carried
out.

The language model used by the recogniser was varied and
these experiments are reported in section 3.

A subset of 155 of the 370 phrases available for signing was
used for experiments. To simplify the task, these 155 phrases had
no variable quantities in them. We obtained transcripts of differ-
ent ways of saying these 155 phrases by inviting five subjects to
imagine that they were Post Office clerks, and then eliciting a re-
sponse from them that was semantically equivalent to a canonical
phrase. For instance, to obtain alternative ways of expressing the
canonical phrase “All interest is free of UK income tax”, the sub-
ject was prompted with: “Explain to the customer that there is
no UK income tax to pay on any of the interest”. This produced
a range of responses such as “Interest is UK tax free”, “Any in-
terest will not be taxed in the UK”, etc. We first transcribed the
subject’s response and then recorded the subject speaking it. The
subject was also recorded speaking each of the canonical phrases,
so that every subject recorded 155 canonical phrases and 155 al-
ternatives, making a grand total of 1550 utterances.

2.2. The Language Processor

If we regard the spoken phrase as a “query” and the semantically
equivalent canonical phrase as the correct “destination” for the
query, the TESSA system can be considered to be a variant of the
“call-routing” scenario that has been extensively researched re-
cently. This research has shown that there are several techniques
that can be effectively used to accomplish the goal of mapping a
spoken request to the correct “route”: Classification and Regres-
sion Trees (CART), use of “salient fragments” [5] and a vector-

based approach [4, 6] are only some of the possibilities. We chose
to use a vector-based approach, which has been shown to give su-
perior performance when compared with some other approaches
[2].

In the vector-based approach, each phrase is represented as
a vector (whose components are the vocabulary words) and map-
ping to the “semantically equivalent” nearest phrase is done by es-
timating the “distance” between the input vector and the training-
set vectors. A matrix W is formed using the transcriptions of the
queries available to train the system. In our system, the rows of W
correspond to different words in the vocabulary, and the columns
to the identities of different canonical phrases. W is a matrix of
counts, so that entry Wi j is the number of times that word wi oc-
curred in the phrase whose identity is pj . To identify the canoni-
cal phrase corresponding to a new input phrase pin, the following
process is used:

1. pin is represented as an additional column vector of W (any
words in pin that are not in the training-set and hence do
not have a row-entry in W are discarded).

2. The distance dj � D�pin� p j�� j � 1�2� � � � �P, where D��
is a distance-measure, between pin and the other column
vectors in W , is then computed to find the nearest vector
p� to pin. Three candidate metrics of distance between two
column vectors of W were examined: Euclidean distance,
normalized Euclidean distance and cosine of the angle be-
tween the vectors. Results were consistently highest using
the cosine metric, so this metric was used throughout the
experiments reported here.

3. pin is then classified as mapping to argmin�dj� i.e. the
canonical phrase whose vector is closest.

In practice, the count Wi j of the number of times word wi
occurred in phrase pj is not an effective feature for discrimination
of the phrases. Various techniques for weighting the elements of
W have been described. In [4], we examined the effectiveness of
various weightings and found that the weighting described in [1]
gave good results for a call-routing task. This weighting consists
of the product of two terms: a term that compresses the value
of Wi j and also normalises it so that entries in columns that have
many different words in them are reduced; and an entropy term
that takes on a value of 1 when word wi occurs only in phrase
p j and zero when word wi occurs with equal probability in all
phrases.

2.3. Experimental framework

An important issue in this study is to examine the effect of the use
of language by different subjects on the phrase-mapping accuracy
of the system. If users use a similar vocabulary and syntax when
expressing the semantics of a certain canonical phrase in their
own words, we can expect mapping results for that phrase to be
good. By contrast, any phrase that tends to elicit a wide range
of vocabulary will be difficult to recognise, as will any subject
whose language is idiosyncratic. As there was not enough data
available from different subjects to define separate training- and
test-sets, we adopted a “leave-one-out” approach. For testing the
system on the data of subject Sk, the training-set used comprised
the data from all subjects except subject Sk . The data from subject
Sk consisted of either

1. the accurate text transcriptions of the “alternative” utter-
ances of the canonical phrases by subject Sk (i.e no speech
recognition used) or

2. transcriptions obtained from a speech recogniser of the
above utterances.



3. LANGUAGE MODELLING

The performance of the system in mapping from an “alternative”
phrase to the semantically equivalent canonical phrase will de-
pend crucially on the word error-rate of the speech recogniser.
This figure can normally be increased by improving the acous-
tic matching (using, for instance, speaker and channel adapta-
tion, noise compensation etc.) —the appropriate techniques are
well known, and apply to all speech recognition systems. We
focus here on performance increases obtainable from improved
language modelling, which are particular to this scenario. In par-
ticular, we look at ways of matching the language modelling to
the “translation” (mapping) task.

3.1. Baseline Results using Text Transcriptions

Transcriptions of the “alternative” phrases supplied by the speak-
ers were input to the language processor and the phrase-mapping
performance was measured. This test gives an upper bound to the
performance before any speech recognition is used. Firstly, per-
formance was measured after training the system on the canonical
phrases only. It was of interest to see what coverage of the sub-
jects’ phrases could be obtained when only these phrases were
used for training, and how much extra coverage could be ob-
tained by adding the alternative phrases from the speakers not
under test. Performance for each speaker when only the top out-
put phrase was considered (1-best), when the top three were con-
sidered (3-best) and the top 5 considered (5-best) was measured.
The average error rates were 20.6%, 10.8% and 8.5% respec-
tively. When the alternative phrases from the speakers not un-
der test were added to the training-set, the average error-rates fell
to 9.7%, 3.8% and 2.8%, for 1-best, 3-best and 5-best respec-
tively. For legal reasons, the TESSA system requires the PO clerk
to confirm the phrase before it is signed to the deaf customer.
Offering a choice of the top five translated phrases to the clerk
and asking him or her to select the correct one (if present) was
found to be acceptable to the clerks, and was designed into the
system. Hence, in all experiments reported after this point, the
error-rates quoted are for using the top five candidates. Perfor-
mance for individual subjects when the top five candidates were
used is compared in Figure 2. It shows the variation in perfor-
mance across the subjects—subject number four apparently used
a more idiosyncratic vocabulary than the others. It also shows that
adding alternatives improved every speaker’s performance sub-
stantially. However, the fact that an average error-rate of 8.5%
can be obtained after training on only the standard phraseology
shows that the language used for the transactions is very limited
in its scope, and that the phrases are well-separated in terms of
the vocabulary they employ. Examination of the errors for the
case when alternative phrases were used for training showed that
most of them were due to input words that were not present in the
training-set.

3.2. Testing Different Language Models

Several possible language models suggest themselves for use in
this sytem:

1. A large-vocabulary statistical language model (SLM). Al-
though the total vocabulary size of the canonical and alter-
native phrases is only 533 different words, the advantage of
using a large vocabulary SLM is that it would cover out-of-
vocabulary (OOV) words and inflexions of words present
in the vocabulary. These words could be then be processed
using a more sophisticated language processor, perhaps us-
ing a thesaurus and a morphological processor. Another
advantage is that a large-vocabulary SLM would be well-
trained on a large corpus of text. Of course the disadvan-
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Figure 2: Phrase mapping performance (top five candidates) when
alternative phrases are not included (left) and are included (right)
in training-set

tage of using such a model is that its perplexity is several
times more than the inherent perplexity of the task, and so
the possibility of making errors is high. In practice, when
a large-vocabulary SLM was used, the error-rate (without
any speaker adaptation) was over 70%, so any possible ad-
vantages were outweighed by the high error-rate, and this
possibility has not been pursued further.

2. A “bag of words” model for the vocabulary words (BoW).
This is a network in which any of the vocabulary words
can follow any other word with the same probability. The
advantage of using such a model is that it is simple and
allows for the kind of re-ordering of words that occurs in
semantically equivalent phrases e.g. “All interest is free of
UK income tax”, and “Interest is UK tax free”. However,
it has little inherent structure to guide the recogniser.

3. An SLM formed from the vocabulary words only (SLM).
The difficulty with estimating such a model is that the
training material available is very limited, so n-grams will
be poorly estimated and certainly n would be limited to
two (bigrams). However, it would have the advantage over
the BoW model of having some syntactical structure.

4. Under the assumption that the clerk always utters a phrase
that is semantically equivalent to one of the stored phrases,
an attractive idea is to decode the speech N times, where N
is the number of phrases, using a separate language model
for each phrase. The input is then mapped to the phrase
associated with the most likely decoding. Although the
multiple decodings required suggest that this might be a
slow technique, the individual language models are very
simple, and so decoding for a single phrase is very quick.
Two versions of this multiple language model technique
are possible:

(a) a bag of words version, in which any of the words
used in a phrase can follow any other word with the
same probability (MBoW)

(b) an SLM for each phrase (MSLM). Here, the train-
ing data for the SLM is tiny (one canonical phrase
and four alternative phrases), but the fact that all five
phrases tend to include the same vocabulary and co-
locations means that some bigram probabilities can
be estimated.

An advantage of this technique is that it obviates the need
for the language processor: if a suitable trace is kept of the



phrase associated with each decoding, the top five choices
for the semantically equivalent phrase can be identified im-
mediately after recognition.

5. The techniques cited above i.e. a single language model
for all phrases and a language model for each phrase, are
extremes. An intermediate position would be to cluster the
phrases and model a set of phrases with a single language
model. Once the phrases were clustered, an SLM can be
formed for each cluster (CLUS-SLM).

3.3. Experimental Details and Results

Where SLMs were made, they were bigram models and were
estimated using backoff and discounting with the HTK routine
HLStats. The results for SLMs quoted are the best results
obtained after experimentation with the acoustic/language mod-
elling scale factor. Clustering was done using a variant of the
chaindata algorithm described in [7] and the result quoted is
the best obtained after experimentation with different cluster con-
figurations.

Table 1 shows the results obtained using the different
language modelling techniques. Columns two and three
show error-rates for speech recognition when insertions
are ignored (column two) and when insertions are counted
(column three). (The corresponding measurements of correct-
ness are % Correct = (N�# deletions�# substitutions)/N,
where N is the number of reference labels, and
% Accurate = (N�# deletions�# substitutions�# insertions)/N.)
Column four shows the phrase mapping error-rate.

Table 1 shows that the bag-of-words approach is unsuccess-
ful for language modelling, both when a general model is used
(BoW)and when the words are confined to the set of words used
to invoke each separate phrase (MBoW). This is because this ap-
proach imposes no syntactical structure on the decoded speech.
Bigram SLMs give better speech recognition results, which lead
to much better phrase mapping. It is interesting to compare the
results for a single SLM (SLM) and for an SLM for each phrase
(MSLM). The single SLM has a lower error in column two (in-
sertions not considered) than the multiple SLM, which probably
reflects the fact that the multiple SLMs are very poorly trained.
However, the error-rate in column three (insertions considered)
is lower when multiple SLMs are used, because there are a very
small number of words in each SLM, so the possibility of making
insertion errors is greatly reduced. This leads to a phrase mapping
performance that is better than that obtained using a single SLM.
SLMs formed from clustered utterances gave nearly double the
error-rate obtained using a single SLM or multiple SLMs, and the
conclusion may be that they give the worst of both worlds: poorly
trained SLMs that do not offer the advantage of confining the de-
coding to a single phrase. The best performance obtained using
a recognition system was 13.2% error, which does not compare
favourably with 2.8% error for a text-based system. However, it
should be remembered that there was no speaker adaptation per-
formed for these experiments, which is crucial for a system in
which the models and the test data come from different acoustic
environments.

4. DISCUSSION

We have described both the language processing and the speech
recognition language modelling used in a system designed to map
speech in the domain of Post Office transactions to one of a num-
ber of “semantically equivalent” phrases that can then be signed
to a deaf customer. If a text transcription of an individual sub-
ject’s way of expressing a phrase is used, the language processor
achieves a 2.8% error rate on the task of mapping this utterance

Table 1: Phrase mapping accuracy using different language mod-
elling techniques

Speech recognition %Phrase
Technique 100%�%Correct 100%�%Accurate error

BoW 55.6 96.3 52.3
SLM 24.9 50.2 15.7

MBoW 69.7 99.0 59.9
MSLM 41.6 43.9 13.2

CLUS-SLM 61.7 67.9 25.4

to its semantically equivalent phrase, when the top five output
choices are considered. The best speech recognition performance,
and the best phrase mapping performance, was obtained by link-
ing the language modelling tightly to the task by having a differ-
ent language model for each target phrase. Issues for future work
include

� Investigating the tradeoff between using co-locations and
bigrams in language modelling for this application;

� Investigating the use of a thesaurus and a morphological
processor to handle OOV words;

� Re-running the experiments on a call-routing task that has
a larger training-set.
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