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Abstract 

This paper presents preliminary experiments using the 
Kaldi toolkit [1] to investigate audiovisual speech recognition 
(AVSR) in noisy environments using deep neural networks 
(DNNs).  In particular we use a single large vocabulary, 
continuous audiovisual speech corpus to compare the 
performance of visual-only, audio-only and audiovisual speech 
recognition. The models trained using the Kaldi toolkit are 
compared with the performance of models trained using 
conventional hidden Markov models (HMMs). In addition, we 
compare the performance of a speech recognizer both with and 
without visual features over nine different SNR levels of 
babble noise ranging from 20dB down to -20dB. The results 
show that the DNN outperforms conventional HMMs in all 
experimental conditions, especially for the lip-reading only 
system, which achieves a gain of 37.19% accuracy (84.67% 
absolute word accuracy). Moreover, the DNN provides an 
effective improvement of 10 and 12dB SNR respectively for 
both the single modal and bimodal speech recognition 
systems. However, integrating the visual features using simple 
feature fusion is only effective in SNRs at 5dB and above.  
Below this the degradion in accuracy of an audiovisual system 
is similar to the audio only recognizer. 

Index Terms: lip-reading, speech reading, audiovisual 
speech recognition 

1. Introduction 
Visual information plays a significant role in speech 
perception, as demonstrated by the McGurk effect [2], where 
under the right conditions, the perception of a sound can be 
altered by seeing the talker’s face. Indeed experiments over 
many years have shown that intelligibility scores are higher in 
noisy conditions if visual in formation as well as audio 
information is available [3,4,5]. Consequently, visual 
information has also been integrated into automatic speech 
recognition (ASR) systems, to improve the robustness to 
acoustic noise [6,7]. 

A recent and significant development in ASR has been the 
introduction of deep learning in the form of DNNs. These have 
improved the accuracy achieved by traditional hidden Markov 
model (HMM)-based ASR systems in both clean and noisy 
conditions [8]. The speech parameters learned in the deeper 
layers of the network are less influenced by noise, and the 
trained network can be used instead of the traditional Gaussian 
mixture model (GMM) to estimate the likelihoods in the 
HMM.  This notion can be extended to the visual modality of 
speech by incorporating visual information into the deep 
learning.   

Regarding the use of deep learning with visual information 
for noise robust speech recognition, Huang and Kingsbury [9] 
constructed a noise robust audiovisual speech recognizer using 
deep belief network (DBNs) to recognize connected digits. 
Their result showed that using mid-level feature fusion DBNs 
reduced the word error rate by 21% relative to the baseline 
multi-stream GMM-HMM in noisy conditions (average 7dB). 
Deep learning techniques in the corm of Deep Autoencoders 
(DAE) [10] and Deep Boltzmann Machines (DBMs) [11] have 
also been used in cross-modality unsupervised feature learning 
for improving the classification performance on the AVLetters 
and CUAVE databases. 

However, most experiments have explored deep learning 
in small vocabulary tasks, such as letters and digits. In this 
work we build multimodal continuous speech recognizers 
using more general deep learning techniques based on DNNs 
using a larger dataset. The aim of this work is two-fold:  
firstly, to improve automatic lip-reading (i.e. visual-only 
recognition) using a DNN, and secondly to develop 
audiovisual recognizers that exploit deep learning.  As a 
benchmark all results will be compared with a more traditional 
HMM equivalent system. For noisy acoustic speech we report 
results for recognizers trained in both match and unmatched 
conditions. 

The rest of this paper is organized as a follows: Section 2 
provides background on consideration of the choice of features 
for visual speech recognition. Section 3 describes the DNN 
training of our system, which is implemented in the Kaldi 
framework [1]. Sections 4 and 5 describe the experiments and 
report the results. We end with a conclusion and future works 
in Sections 6. 

 

2. Visual speech features 
 

The choice of visual speech feature for automatic lip-reading 
is still an open issue [12,13].  Typically either 2D-DCT or 
AAM features are used.  AAMs have the advantage that the 
shape and the appearance of the mouth region are encoded 
separately and this has been shown to improve the accuracy of 
lip-reading systems [12,13].  In this work we use AAM 
features. 

2.1. Active appearance model (AAMs) 

An active appearance model (AAM), as described in [19], 
consists of a shape component plus an appearance component 
that models the lip region in a video frame. The shape 
component is constructed by first hand-labelling a set of 
images with the x- and y-coordinates of the set of n vertices of 
a mesh, and applying principal component analysis (PCA) to 
the shapes: 



s = s0 + pisi
i=1

m

∑ ,   (1) 

 
where s is a vector of (x, y) coordinates of the shape vertices, 
s0 is the mean shape, Pi are the modes of shape variation 
corresponding to the m largest eigenvectors, and si a vector of 
shape parameters. The appearance component is constructed 
by warping the pixel inside the mesh in each training images 
to mean shape (s0). PCA is then applied to the images, 
providing a compact, linear model of appearance variation of 
the form:  

A= A0 + λi Ai
i=1

m

∑ ,   (2) 

where λi are the appearance parameters, A0 is the mean 
appearance and  Ai are the eigenvectors corresponding to the m 
largest eigenvalues. 
 

2.2. Hierarchical linear discriminant analysis 
(HiLDA) 
 

To capture the dynamics of visual speech and to reduce the 
dimensionality of the feature vectors, HiLDA features can be 
used [15]. To compute HiLDA features, linear discriminant 
analysis (LDA) is applied to the high dimensional feature 
vectors formed by concatenating the first, middle and last 
frames in a 15-frame window.  Next a maximum likelihood 
linear transform (MLLT) [16] is applied to map the features to 
a new space to minimize the within class distance and 
maximize the between class distance, whilst simultaneously 
maximizing the observation likelihood in the original feature 
space.  

 

3. An AVSR system in the Kaldi Toolkit 
 

The system used in this work is a recognizer implemented 
in the Kaldi toolkit [1]. Kaldi is being used increasingly for 
speech recognition systems since it provides several recipes 
for acoustic model training, performing speaker adaptive 
training, discriminative training using maximum mutual 
information (MMI) and minimum phone error (MPE) on 
standard GMMs and DNNs. 

This work focuses on training models for multimodal 
speech recognition, including visual-only, audio-only and 
audiovisual features, and then comparing the performance 
between the GMM-HMMs and DNN-HMMs using on tanh 
recipe [17]. 

3.1. Kaldi pipeline and DNN setup 

To build a speech recognition system (shown in Figure 1), 
first raw features need to be prepared and converted into a 
format suitable for reading and writing in Kaldi.  The acoustic 
features are 39-dimensional mel-frequency cepstral 
coefficients  (MFCCs) with energy, delta and delta-delta 
coefficients appended.  The visual features are 23-dimensional 
AAMs features, hence the fused audiovisual features are 62-
dimensional vectors formed by concatenating the audio and 
the visual features.  

 

  
 

Figure 1: The structure of our system.  The feature vectors 
of each modality are extracted and converted into the 
appropriate format for the Kaldi framework, from which 
GMM and DNN models are trained. 
 

Based on phoneme units, the standard recipe is used to 
generate the GMM-HMMs in both context-independent (CI) 
and context-dependent (CD) models for both monophone and 
triphone HMMs. We used the train-mono and train-delta 
recipes in Kaldi to construct the CI and CD GMMs.  

HiLDA feature conversion 

Kaldi provides tools for constructing HiLDA features and 
training models using these features. To construct HiLDA 
features, supervectors consisting of a central frame and the 
three frames before and after it are formed by concatenating 
these frames. LDA and MLLT are applied to these 
supervectors and the top 40 components are used to represent 
the frame.  

 

 
Figure 2: HiLDA feature conversion in Kaldi adapted from 

general feature of Kaldi [17] (2013) 

DNN setup 

Our context-dependent (CD) DNN-HMMs (referred to as the 
CD-DNN model) are trained based on the tanh recipe in 
Kaldi. We train the neural network using plain ‘vanilla' 
stochastic gradient descent (SGD) for four hidden layers, using 
the hyperbolic tangent activation function. The input feature 
vectors are the original features (audio, visual or audiovisual) 
or the 40-dimensional HiLDA features. We set the learning 
rate to 0.004 and the weights are updated using a mini-batch 
size of 64 frames. The alignments for the training data are 
generated from the standard CD-GMM system. 

3.2. WFST Decoder 

There are three steps to decode the speech utterances; 
decoding graph generation, decode and lattice generation and 
language model rescoring.  



The decoding graph using either a GMM-HMM or a 
DNN-HMM is modeled as a finite-state transducer (FST) 
formed by composing an FST representation of the HMM, 
phonetic context-dependency, pronunciation dictionary and 
tri-gram language model.  

 
 

HCLG =min(det(H !C !L!G)).   (3) 
 
 

where  !  means WFST composition of HMM structure (H), 
phonetic context-dependency (C), lexicon (L) and language 
model or grammar (G) and det refer to determinized.  
 
 

The HCLG decoding graph contains a set of context-
dependent states with weighted arcs between the individual 
states.  For each state transition, the input symbols correspond 
to context-dependent HMM states and the output symbols are 
words.    

To decode and generate the lattice, each arc of HCLG is 
traversed for each input feature vector and separate state-level 
arcs are created for the acoustic and graph costs. Then beam 
width pruning is applied every 25 frames to keep the most 
likely result with the corresponding graph and acoustic costs.  

 

Finally for rescoring, the lattice that contains the entire 
surviving path is rescored by applying a language model 
scaling factor over the range 9-20. This rescoring technique 
over the lattice filters the nonsense word sequences that have 
the lowest probability in the language model.  

 

4. Experimental setup 
 

Corpus 
 

The Resource Management (RM)-3000 corpus is a single-
speaker large vocabulary continuous audiovisual speech 
database, which contains 3000 speech utterances spoken by a 
single male native English speaker.  The data were captured in 
frontal pose in clean conditions [18]. The corpus contains 260 
minutes of audio-visual speech data. The vocabulary size is 
about 1000 words and the mean sentence length is 8.7 words 
equating to approximately 5 seconds. 
 

The AAM features were produced by an AAM built by 
manually hand-labeling 20-30 video frames, which was then 
fitted to the video sequences automatically.  

 

Data sets 
 

The corpus was divided into training, development and 
evaluation sets. Ten-fold cross-validation was used, where 
each fold contained 2400 training utterances (duration 210 
minutes), 300 development utterances (duration 25 minutes), 
and 300 test utterances evaluation (duration 25 minutes).  For 
a given fold, each utterance appears only once in either 
training, development and testing.  
 

To investigate the robustness of the system to acoustic 
noise, additive noise was used to degrade the acoustic speech 
in the development and test sets by adding 9 different SNR 
scaling levels of cocktail-party babble noise to the clean 
speech.  These SNRs ranged between 20 dB to -20 dB in 5 dB 
intervals. 

Lexicon model and Language model 

The British English Pronunciation (BEEP) pronunciation 
dictionary was used as the lexicon.  The 5000 sentences in the 
original RM corpus [19] that were held-out from RM-3000 
were used to train a trigram language model using the SRILM 
toolkit [20].  The total size of language model training data is 
42708 words of which 989 are unique and the language model 
perplexity is relatively low (mean over folds is 13.73).  

Standard features setting 

We extract the 39 dimensional MFCC+E+Δ+ΔΔ from 16-bit 
wav files sampled at 16kHz (mono) with a frame size 25 ms 
and a 10 ms step giving 100 feature vectors per second. 

For the visual features, the AAMs features, which contain 
the inner and outer lip shapes along with the appearance, were 
extracted from the video frames. The total vector size of AAM 
is 23 dimensions the first 12 dimension is the shape and the 
rest is the appearance information. To be comparable to the 
frame rate of audio feature, the AAMs were post-processed by 
upsampling from 25Hz to 100Hz.  

For audiovisual features, the audio and visual features are 
concatenated into a single feature vector.  

Baseline system 

Most experiments on speech reading systems have used the 
HTK toolkit for training and decoding [21]. Therefore, the 
baseline system, which was trained on phoneme units, was 
based on HMMs using the standard HTK training and 
decoding procedures [22]. Both context-independent (CI) and 
context-dependent (CD) HMM models, which represent to the 
mono-phone and triphone respectively were using to observe 
the difference in the recognition results. In addition, two 
different Viterbi decoders, including HVite and HDecode, 
were used as the recognizers for baseline system. 
 

5. Experimental results 

5.1. Visual only speech recognition system 

To evaluate the performance of visual only speech recognition, 
we compare the word accuracy of the visual only recognizer 
with CI- and CD-HMM systems with our CD-DNN. In 
addition, the CI/CD-GMM results are compared with CI/CD-
HMM results to observe the performance of the Viterbi and 
WFST decoder. In addition, the result of the DNN on simple 
AAM features and HiLDA feature was considered. 
 
Decoder Model Feature %WordAcc SE 
HTK CI-HMM  AAM 33.32 0.38 

CD-HMM AAM 47.48 0.34 
 
WFST 
[Kaldi] 

CI-GMM AAM 37.76 0.80 
CD-GMM AAM 49.19 0.81 
CD-DNN AAM 77.49 0.36 
CD-DNN HiLDA 84.67 0.30 

Table 1: The result of visual only speech recognition system 
by comparing between the baseline system and the proposed 
system using DNN on WFST decoder. Where CI and CD 
mean context-independent and context-dependent model. 
 
Table 1 shows the performance of the visual only speech 
recognition systems by comparing the baseline system and the 
DNN-based system. It shows that the use of DNNs leads to 



very large improvement over conventional GMM system, and 
HiLDA features further improve performance to a word 
accuracy of 84.67%.  We believe this is the highest accuracy 
reported to date for a visual-only system working with large 
vocabulary, continuous speech.  

5.2. Audio only speech recognition system 

To investigate and compare the noise robustness of the 
audiovisual recognition system, the audio only recognizer was 
setup as a baseline system. 

 
Figure 3: The result of audio only speech recognition 

system in 10 conditions including clean and 9 noise levels 
 

The acoustic model was trained on clean speech and then 
evaluated using test data at nine different SNR levels of babble 
noise. The result (shown in Figure 3) is that the DNN is more 
robust to noise than the GMM.  The DNN is able to achieve 
90% word accuracy at 10dB, while the GMM accuracy drops 
to nearly 60% at the same SNR level. However, in clean 
conditions the recognition result of CI and CD-GMM is 
relatively high at 95.81% and 98.13% respectively.  The DNN 
is slightly better at 98.45 for raw features and 98.25 for 
HiLDA features, which is not a significant improvement. The 
benefit of DNNs becomes apparent as noise is introduced. 

5.3. Audiovisual speech recognition system 

Results for the audiovisual recognition show that the DNN 
systems have an effective gain of about 12 dB over the GMM 
systems. Interestingly, for audiovisual CI/CD-GMM models in 
clean conditions, we observe a slight drop when compared to 
the audio-only recognizer, but the DNNs recover the accuracy 
to levels comparable with the audio-only system.   

 

 
Figure 4: The result of audiovisual speech recognition 

system. 

Figure 5 illustrates the CD-DNN result of three recognition 
systems: Visual-only, audio-only and audiovisual, and also 
compares raw feature vs. HiLDA features.  
 
 

 
 

Figure 5: Comparing the result of visual only, audio only 
and audiovisual speech recognition system over DNN model 

 

 

As shown in Figure 5, there are two points that require 
discussion: the effect of HiLDA features and the performance 
of early integration audiovisual speech recognition.  
 

Firstly, the HiLDA features significantly improve 
recognition accuracy of visual-only speech and provide a 
modest improvement in AV accuracy in high noise conditions. 
However, they do not show any significant improvement for 
an audio-only system. This is because the MFCC feature 
together with the velocity and acceleration coefficients have 
sufficient discriminative informative for the DNN.  

 

Secondly, we have found that it is only beneficial to add 
visual information in an early integration style when the SNR 
is at (or above) 5dB.  After 5dB SNR there is no effective gain 
to be had by incorporating the visual features, and the 
audiovisual system degrades much like the audio-only system. 

 

5.4. Matched vs. unmatched condition recognizers 

It has long been known that visual features can improve 
the accuracy of a speech recognizer in noise.  By using deep 
learning with a visual only recognizer we were able to achieve 
almost 85% word accuracy. 

 

 

Figure 6: Comparing the result of matched acoustic condition 
with the CD-DNN with HiLDA. 
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We tested an early integration audiovisual recognizer under 
various noise conditions and found that deep learning was not 
so beneficial here.  After approximately 5dB the performance 
of the audiovisual system mirrored closely the audio-only 
system. 
 

The assumption of mismatched acoustic conditions (i.e. 
trained in clean conditions and tested in noisy conditions) has 
a big effect on the recognition system; we setup another 
decoder, which was trained in matched conditions (i.e. 
recognizers were trained with acoustic features trained to a 
particular SNR). The result is shown in Figure 6, which shows 
that the performance of a matched condition audiovisual 
DNN-based audiovisual recognition system is significantly 
better than the audio-only system at lower SNR, and it close to 
the visual-only performance.  
 

 

6. Conclusions and future works 
This work has explored the use of DNNs in visual and 
audiovisual speech recognition. For visual speech (lip-
reading), DNNs gave 85% word accuracy, a huge 
improvement on the baseline HMM performance of 33%. 

Moreover, we found that DNNs improved the robustness 
of audio-only and audiovisual recognition tasks by 
approximately 10 and 12dB respectively. In addition, we 
found that audiovisual recognizers degraded in a similar 
fashion to audio-only recognizers in high-noise environments.  
However, the performance significantly improved for match-
condition recognizers, where the performance of the 
audiovisual system closely followed the visual-only system. 

In the future we will investigate further deep learning 
techniques for unsupervised feature learning against noise, 
such as the Stacked Denoising Autoencoder (SdA). 
Furthermore, further we will extend the experiments described 
here to consider multi-speaker audiovisual speech.   
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