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Abstract 
Our goal is to extract information from a telephone call in 
order to route the call to one of a number of destinations. We 
assume that we do not know “a priori” the vocabulary used in 
the application and so we use phonetic recognition followed 
by identification of salient phone sequences.  In previous 
work, we showed that using a separate language model during 
recognition for each route gave improved performance over 
using a single model. However, this technique decodes each 
utterance in terms of the salient sequences of each call route, 
which leads to insertion and substitution errors that degrade 
performance. In this paper, we introduce the use of mixture 
language models for speech recognition in the context of call 
route classification. The benefit of technique can has the 
efficiency of multiple language models to get accurate 
recognition on salient phoneme sequences; on the other hand, 
it can give help in classification, even if the size of some call 
routes have just 50~60 utterances. It avoids building HMMs 
for some salient phoneme sequences to decide whether it is 
correct of occurring in the utterance. 

1. INTRODUCTION 
Call routing refers to the technique of automatically relaying a 
customer's telephone enquiry to one of several appropriate 
destinations, using computational speech and language 
processing techniques.  
    Call routing without transcription means that we have no 
prior knowledge of the vocabulary or syntax of our 
application. In this situation, our only recourse is to use phone 
recognition and attempt to identify phonetic sequences that are 
salient to particular routes.  Unfortunately, the speech signals 
are often of very poor quality, being subject to the usual 
distortion, bandwidth restriction and noise associated with 
telephone signals, and often compounded by the fact that 
callers speak casually and spontaneously and sometimes with 
a strong accent.  
 
Recent previous research work on automatic call routing has 
focused on: � Improving recognition performance by adaptation of 

acoustic model, language model; [1] � Extraction of effective features by expanding search 
space (N-Best, lattice), and segmentation with N-HMM, 
EMMM; [2,3,4] � Use of linear or nonlinear pattern recognition technology 
(LSA, LDA, SVM, FSA, NN, BOOSTING, ECOC) for 
classification. [5,6,7,8] 

 
The first of these topics is key to the performance of a 
complete system � without good recognition, no amount of 
additional processing can improve performance.  In a previous 
paper [9], we compared two strategies to increase recognition 

performance: the first was an iteration method applied to a 
general language model (LM) for all routes [10]. The second 
approach used a separate language model for each call-type.  
The latter is helpful in identifying salient phoneme sequences 
and gave slightly better performance than the first approach.  
However, the problem with using a different LM for each call-
type is that each decoding produces only phone sequences that 
occur in that particular call-type.  This means that all call-
types except the correct type produce some spurious output, 
which can be regarded as substitutions and insertions. To 
combat this problem, in [9], we built HMMs of all the salient 
sequences and used these to give a confidence measure on the 
decoded speech and hence to classify the type.  However, for 
some call types, there is not enough training data to build both 
the language model and the HMMs of the salient phrases.  In 
this paper, we describe a method that uses a mixture language 
model for each route rather than a specific language model for 
each route. The motivation for this approach is described in 
[11, 12], where unsupervised class-based language model 
adaptation is used to build mixture language models for 
speech recognition. The mixture language model reduces the 
overfitting problem. The call-type decision is then based on a 
data-fusion classifier that considers the output from all the 
recognisers and weights phone sequences that are common to 
several types. 
 
The structure of the paper is as follows: Section 2 introduces 
the data corpus used. Section 3 describes the language 
modelling techniques used, Section 4 presents experiments 
and analysis of results, and we end with a discussion in 
Section 5. 

2. DATABASE 
The data used in [9] considers only the call types that have a 
large number (>300) of training utterances.  A large amount of 
training data is important for two reasons:  
1. Training a robust language model for that call-type; 
2. Training the HMMs of salient phoneme sequences for 

that call-type. 
Our corpus also contains some call types that have a rather 
small number of utterances (40~60), for which it is difficult to 
estimate good language models and good HMMs of phonetic 
sequences. One of our goals in this paper is to extend the 
techniques to all call-types, regardless of size of training-
material.  Hence we replaced some of the “larger” call types 
used in [9] with smaller ones.  The total number of types used 
in this work was 17 compared with 18 in [9] 
The database used to evaluate our system still has 17 call 
types. In our experiments, 2843 utterances was used for 
training and 2279 for testing. Phoneme recognition of the 
input speech queries was performed using an HMM 
recognizer whose acoustic models had been trained on a large 
corpus of telephone speech and which had separate models for 



males and females. The average length of an utterance is 9.13 
words. In addition, transcriptions of the prompts from the 
Wall Street Journal (WSJ) database were used to generate 
phoneme-level statistical language models for initial training.  
These models were generated using a scheme for backing off 
to probability estimates for shorter n-grams. 
 The size of the vocabulary is 911 words.  To get a feel for the 
difficulty of the task, the mutual information (MI) between 
each word and the class was calculated.  By setting a threshold 
on this figure, we observed that there were about 33 keywords 
occurring in 2018 utterances which were capable on their own 
of classifying a call with high accuracy (some utterances had 
no keywords).  

3. MODEL 
A mixture model is simply a linear combination of two or 
more different probability distributions.  A mixture language 
model (MLM) can be considered as a way of performing 
language model adaptation. Some recent research work has 
used MLMs for speech recognition [11] and for information 
retrieval [11, 12]. The key property of these models is that 
they combine a LM for a specific task with a more general 
model of language.  The most important issue with these 
models is the estimation of the model weights.  In [11], a 
derivation of weight optimization for information retrieval and 
a measure of the perplexity of mixture models are introduced.  
In this paper, we aim to build multiple mixture language 
models to reduce the “overfitting” caused by specific multiple 
language models for call types.  The goal is to improve 
detection of salient phoneme sequences.  We use interpolation 
rather than e.g. Good-Turing smoothing to smooth our call-
type models because we wish to smooth the models by 
introducing words from a larger and more general vocabulary. 
This process has been described in [11] for word recognition. 
Here, an adapted language model was obtained by linearly 
interpolating the general language model and a word class 
language model [13]. We use this idea to build 17 mixture 
language models,   
 

jj cjgja PPP λλ +−= )1( ,   (1) 

 
where jλ  is a linear interpolation coefficient. ga PP

j
, , and 

jcP  represent the j’th adapted language model, the single 

“global” language model and the language model based on the 
j’th call type.  These are language models of phonetic 
sequences rather than words.  Another difference between our 
approach and that used in [13] is the phonemes we used are 
from the recognized output, not from transcriptions of the 
training set. 
 
The main steps in building and using the model proposed here 
are outlined below: 
 Training: 
1. Build a single language model based on the complete set 

of utterances from all call types and iterate to improve 
phone recognition performance [10]; 

2. Build specific language models for each call type and 
iterate to improve phone recognition performance [9]; 

3. Combine the model for each call type with a copy of the 
single model [13] and obtain phone recognition output. 

4. Cluster phone sequences in the output to obtain a set of 
clustered keywords.  This step is covered in detail in [9]. 

5. Train a set of vector-based call-routing classifiers.  See 
[15] for full details.   

 
Test: 
1. Use the optimized mixture language models to build 

multiple speech recognizers; 
2. Reduce the recognized phoneme sequences from each 

recognizer to a sequence of cluster identities (see [9] for 
full details of this procedure);  

3.  Classify the sequences using the vector-based call- 
        routing system discussed in [15]. : 
        For  i = 1: Ncall_types 
            Classify recognizer output Ri as Ci*, the most likely  
            call-type 
        End 
4.     Combine the classification decisions as follows: 
        For  i = 1: Ncall_types 
            Score(Ci*)++; 
        End 
Assign the utterance to C** = argmax Score(). 
 
Figure 1 give an overview of the system used in this paper. 
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Figure 1. Model of system 

4.  EXPERIMENTS AND RESULTS 
The main difficulty in using MLMs is in estimating the 
mixture weights. Some methods for parameter optimization 
for mixture models are given in [11,12], but these methods 
optimize information retrieval rather than call-routing 
accuracy, which requires high speech recognition accuracy.  
In general, it is not possible to optimize theoretically language 
model parameters for speech recognition accuracy, and so for 
present purposes, we estimate our model parameters by 
searching for parameters that optimize accuracy on the 
training-set.  To simplify the problem further, we use the same 
value of 
  for each MLM.   
 



The result for a single call-type (“ AddUser” ) is shown in 
Figure 2.  The phone accuracy  is under 28% when a single 
global LM (GLM) is used (
  = 0) and is 30% when 17 call-
specific model (CSLMs) are used (
  = 1).  Interpolation 
increases the accuracy to 30.5%, which is a small but 
significant increase given the very large number of phonemes 
tested.  Figure 3 compares the result from the interpolated 
model with the results from a single global model and a call-
specific model as the N-gram order is increased.  Again, the 
interpolated model consistently just out-performs the call-
specific models. The result shown in figure 3 is for a single 
call type   “ AddUser” .  Similar results were obtained for other 
call types.  It shows we can get an improvement based on 
mixture language models (MLMs). 
 
We evaluated the system based on MLMs using 17 call types, 
some of which had a small number of training utterances. 
Here, we consider using several small size call types (40~60 
utterances).  In these experiments, overlapped n-grams of the 
phoneme sequence were used as features and were input to a 
mutual-information weighted vector-matrix classifier [15]. 
 

 
 

Figure 2. Phone correct rate curve 
 for the value of 
      

 

 
 

Figure 3. Phone correct rate curve for N-gram LM 
 
Figure 4 shows results on call-classification as 
  varies in the 
MLMs.  In this case, classification was done on the “ raw 
output”  from the recognizers without using the phone 
sequence clusters to modify the recognized sequences, which 
adds considerable accuracy.  It can be seen that varying 
  
gives rise to a very significant increase in call-routing 
accuracy.  It is interesting to compare the shape of Figure 4 
with the shape of Figure 2. Figure 2 shows that the 
recognition accuracy is low when a GLM is used, much 
higher when CSLMs are used and peaks when 
  = 0.6.  Figure 
4 is a near-inverse of this figure, showing medium call 
classification accuracy when a GLM is used, low accuracy 
when CSLMs are used and a peak in accuracy when 
  = 0.25.  
One might expect the call classification accuracy to depend 

heavily on the speech recognition accuracy, but in practice 
although recognition accuracy is higher when 
  = 1, there are 
many more insertion errors and these affect the call 
classification performance adversely. 
 

 
 

Figure 4. Call-classification performance versus value of 
 . 
 
The improvement shown by MLMs when 
  = 0.25 compared 
with a GLM is due to better recognition of salient phoneme 
sequences.  Compared with CSLMs, there is actually a little 
degradation in recognition performance on salient phoneme 
sequences.  However, there is also better recognition 
performance on other phonemes, and the overall effect on 
accuracy is slightly positive. 
 
Table 2: Summary of Results of Three Methods for Call 
Classification.  
 
 

Call 
Type 
Index 

No. of 
utterances 

CSLMs 
(%) 

GLM 
(%) 

MLMs 
(%) 

Impro- 
vement 

of MLMs 
on (%) 

1 206 63.59 60.68 68.93 8.07 
2 58 53.45 50.00 70.69 30.59 
3 54 53.70 51.85 72.22 35.24 
4 61 49.18 47.54 70.49 43.65 
5 181 61.88 60.77 65.74 6.2 
6 90 62.22 60.00 70.00 12.5 
7 229 55.90 55.90 66.37 18.75 
8 142 56.34 57.04 59.15 5.53 
9 175 61.71 63.43 64.57 4.87 
10 128 67.19 63.28 70.31 4.66 
11 65 49.23 47.69 64.61 31.45 
12 113 53.10 49.56 56.63 7.27 
13 199 64.32 63.32 65.83 2.30 
14 102 74.51 70.59 76.47 2.63 
15 115 72.17 66.96 73.9 3.01 
16 199 63.82 60.30 68.34 7.10 
17 162 57.41 50.62 63.58 10.71 

Total 2279 60.99 58.80 66.92 10.05 
 
Table 2 shows results for the three techniques uses, in this 
case using the full system outlined in section 3.1, where 
clustered phone sequences were used to modify the output.  
The table shows that MLMs give rise to a very significant 
overall improvement in accuracy over both a GLM and 
CSLMs, and that accuracy is increased for all call-types.  
Table 2 also shows that the largest improvements in accuracy 
are obtained for the call-types with the smallest number of 
training utterances e.g. numbers 2, 3, 4 and 11. 



5. DISCUSSION 
Mixture language models are an attractive way of balancing 
the problems of “ underfitting”  (occurring when a single global 
language model (GLM) is used) and “ overfitting”  (when 
multiple call-specific language models (CSLMs) are used) in a 
call type classification task. When compared with a GLM, 
they improve the recognition of salient phoneme sequence and 
when compared with CSLMs, they improve insertion 
performance.  
At present, we have set all the mixture weights to the same 
value and used a simple search method to optimize this value.  
Future research will concentrate on automatic ways of 
optimizing a set of weights.  Another area of interest is to use 
pre-classification technology to reduce the number of possible 
correct call types for test utterances. 
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