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ABSTRACT 
The measurement of the word error rate (WER) of a speech recogniser is valuable for the development 
of new algorithms but provides only the most limited information about the performance of the 
recogniser. We propose the use of a human reference standard to assess the performance of speech 
recognisers, so that the performance of a recogniser could be quoted as being equivalent to the 
performance of a human hearing speech which is subject to X dB of degradation.  This approach 
should have the major advantage of being independent of the database and speakers used for testing.  
Furthermore, it would allow factors beyond the word error rate to be measured, such as the 
performance within an interactive speech system.  In this paper, we report on preliminary work to 
explore the viability of this approach.  This has consisted of recording a suitable database for 
experimentation, devising a method of degrading the speech in a controlled way and conducting two 
sets of  experiments on listeners to measure their responses to degraded speech to establish a 
reference.  Results from these experiments raise several questions about the technique but encourage 
us to experiment with comparisons with automatic recognisers. 

1. INTRODUCTION 
Performance assessment of speech recognition algorithms has received much less attention than 
development of new algorithms themselves.  In the early days of algorithm development, assessment 
was often ad hoc using small databases which gave results of dubious statistical significance.  This 
situation was much improved in the late 1980’s, when a number of large speech databases were made 
available with the purpose of both encouraging development of algorithms by different teams and also 
enabling comparisons to be made between these algorithms (e.g. [Lamel et al., 1987], [Paul and Baker, 
1992]).  In addition, procedures were laid down for assessment  and statistical techniques prescribed to 
make comparisons more rigorous [Pallett, 1985].  However, the basis of assessment has been, and 
remains, measurement of the word error rate (WER) on a certain database.  This figure has 
undoubtedly proved useful in developing and improving algorithms, mainly because the research 
community has tended to use a common set of databases for developing and testing recognisers.  
However, such figures are not very informative about the recogniser performance because their value 
depends on the inherent "difficulty" of the database which is a function of such factors as the 
vocabulary size, the perplexity, the environmental conditions etc. In addition, valid comparisons 
between different recognisers can be made only when the recognisers have been tested on the same 
databases  As speech recognition systems move out of the laboratory and into use in industry and the 
office, the need for some common standard for performance measurement becomes more urgent. 
 
Since the industrial revolution, the performance of machines has often been measured by a comparison 
with human performance e.g. "this machine can assemble a widget twelve times more quickly than a 
human and with one-tenth of the failure rate". We argue that it is advantageous to use this principle of 
comparison with human performance to measure the performance of speech recognition systems.  Our 
hope is that we can circumvent the problems of specifying recogniser performance on different 
databases and under different conditions by relating performance to human performance.  This 
technique should offer several benefits: 
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• it would be independent of databases; 
• it would produce a figure (or figures) which could be related more easily to the performance of 

a human than word error-rate; 
• it might also be possible to calibrate existing databases by relating performance on these 

databases to the human reference performance; 
• most importantly, it would ultimately allow other factors beyond word error rate to be 

incorporated into evaluation—for example, the performance of interactive speech systems could 
be rated against a human standard. 

An obvious difficulty facing such an approach is in the definition of a suitable "human reference 
performance".  However, a comparable technique has been successfully used in the field of 
telecommunications for assessing the performance of different speech transmission channels for many 
years, and our approach in this paper is to adapt and extend these techniques and ideas for assessment 
of speech recognisers. 
 
The problem of assessing the performance of a speech transmission channel has been approached by 
using a reference distortion technique, which avoids the many problems associated with having to 
characterise speech used as the "raw material" for any test.  This technique depends upon being able to 
devise a means for controllably and representatively degrading speech quality to provide a calibrated 
reference system.  The speech quality from the transmission channel under test is compared with clean 
speech which has been given a known but variable amount of degradation. The amount of impairment 
necessary for listeners to judge that the quality of the transmission channel speech is equal to that of 
the degraded speech is a measure of the quality of the transmission channel.  Using such a system, it is 
possible to rate the performance of different speech transmission systems using a wide range of speech 
material and speaker types [Richards, 1973].  This technique has already shown to be useful in the 
assessment of the quality of text-to-speech synthesisers [Johnston, 1996 or CSL, this issue]. 
 
This approach can be modified for speech recogniser assessment by making the reference point for 
performance the performance of a "human recogniser" and deliberately degrading this performance 
until it matches the performance of an automatic recogniser under test.  The amount of impairment 
required for human performance to match that of the automatic recogniser (which is tested on 
undegraded speech) provides a measure of the quality of the recogniser.  A similar idea was proposed 
by Moore [Moore, 1977] who used measurements of confusions of speech sounds by humans to 
develop a theoretical model for predicting recogniser performance on a given vocabulary at a given 
signal to noise ratio.  The idea of comparing the performance of humans and machines on distorted 
speech has also been investigated by Steeneken and van Velden [Steeneken and van Velden, 1989]. 
 
A full investigation into a "human reference performance assessment" (HRPA) would consist of the 
following stages: 

1. The development of a suitable database to prove the technique (although the aim of this method 
is to enable comparisons between recognisers to be made independently of databases, there is a 
need for an initial database to test the ideas). 

2. The development of a suitable method of degrading speech. 
3. Tests to determine the recognition performance of humans on speech which has been treated 

with different amounts of degradation. 
4. Tests on a number of automatic recognisers. 
5. An analysis of the error patterns.  An important assumption in this method of assessment is that 

the pattern of errors produced by humans listening to the degraded speech will match the 
patterns produced by automatic recognisers and this can only be determined experimentally. 

 
This paper reports on progress in the first three areas outlined above.  We first describe the design and 
production of a suitable speech database and also the design and testing of an interface to enable a 
listener in a listening-test to select a word from a list of over 5000 words.  We then describe the 
proposed degradation to the speech and the design and results of a pilot experiment to measure human 
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performance on the degraded speech.  The design of a larger test in which factors thought to affect 
recognition performance were balanced is discussed and the results presented and analysed.  Finally, 
we discuss the next stages in the development of the technique. 

2. THE HR (Human Reference) DATABASE 
2. 1 Database requirements 
It was decided at this stage to make our task that of recognition of isolated words.  The reasons for this 
are twofold:  

1. It enables us to focus on the “acoustic” recognition performance of humans and recognisers, 
without any help from the context of surrounding words. 

2. Isolated words can be selected from a menu by a subject and later marked unambiguously as 
correct or incorrect.  This procedure avoids the difficulty of eliciting a typed response from a 
user and then assessing it against the correct transcription, with all the associated problems of 
assessing the accuracy of transcriptions of continuous speech utterances. 

 
Our speech database was required to fulfil the following criteria: 

1. Isolated word 
2. High quality speech (since an essential feature of the technique is to degrade the speech in a 

controlled manner it was essential to begin with undegraded speech) 
3. English language, British accent (since our listeners would be drawn from this language group) 
4. Coverage of a realistically large vocabulary 
5. Multiple speakers 

 
There were no existing databases which had these attributes and so we designed and recorded our 
own.  A detailed description of the design and recording of the HR database can be found in [5].  The 
salient points about the HR database are: 

• 22950 utterances of isolated words from 102 speakers; 
• high-quality recording; 
• speakers balanced by sex (51 male, 51 female) and age (25 or 26 in each of four age-ranges); 
• 5100 word vocabulary; 
• two “accent-diagnostic” sentences from each speaker [6]; 
• an “information file” for each utterance; 
• each utterance checked by a listener and given a technical quality rating. 

 
The complete database occupies four CD-ROMs and will be made available to the speech community 
via the European Language Association (ERLA). 

3. INTERFACE SELECTION 
Listeners participating in the listening tests would be required to select the word that they had 
recognised from a vocabulary of 5100 words.  It was vital to ensure that the process of selecting a 
word was simple and accurate and we conducted experiments on three different selection interfaces to 
determine which would be most suitable for the task.  The interfaces were all programmed to work in 
the Windows environment and in all cases, the wordlists were displayed in boxes with vertical and 
horizontal scrollbars which would display different parts of the lists when the cursor was positioned in 
them and the mouse button clicked. Briefly, the interfaces were as follows: 
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Interface 1: The words were displayed in 26 overlaid pages.  A page held all the words beginning 
with a certain letter and was selected using the mouse.  An individual word could then be 
selected using the mouse or keyboard TAB or arrows. 

 
Interface 2: The words were displayed in a grid of 26 columns, each column containing the words 

beginning with a different letter of the alphabet.  Selection was by the mouse or keyboard TAB 
or arrows. 

 
Interface 3: The words were “stored” in alphabetical order in a single long scrollable list. About 

12 words above and below the word on which the cursor was currently positioned could be 
viewed at any time in the window.  Words could be selected both by keyboard and mouse.  If 
the keyboard was used, an “incremental search” was begun in which the cursor was positioned 
over the first word in the list which began with the string of letters typed by the user, remaining 
at the last position reached if the next character typed did not define a word in the list. 

 
Results of experiments with ten listeners on these interfaces are described in detail in [5].  It was 
found that for all listeners and for all words, Interface 3 returned the quickest response times and it 
was also voted the preferred interface by nine of the ten listeners.  The response times for this 
interface (between 3–5 seconds to select a word) suggested that all listeners were capable of using it 
efficiently and we therefore adopted it for our experiments. 
 
We wanted to elicit one of two responses to each utterance played to a listener: the identity of the 
word they thought had they had heard or the response "unknown".  However, listeners were 
occasionally not able to find the word they believed they had heard in our word list.  There were three 
reasons why this might happen: 

(a) the word the listener believed they had heard did not actually appear in the list; 
(b) the word appeared in the list but they were unable to spell it correctly and so were unable to 

find it; 
(c) the word was a homonym or near homonym of another word which did not appear in the list 

(e.g. "gorilla" and "guerilla"). 
 
Case (c) above was remedied by adding homonyms to the word-list by hand.  For cases (a) and (b), a 
commercial spelling-checker was employed.  If a listener was unable to find the word of his choice, he 
clicked a "Can't Find" button.  If no text had been entered by him he was prompted to type the word he 
thought he had heard, and a list of spelling suggestions was displayed.  He was at liberty to choose one 
of these suggestions or to ignore them and input the word he had typed.  In this latter case, the word 
was flagged and the researcher discussed with the listener at the end of the session what they thought 
they heard and the response they were trying to give.  In practice, we found that this occurred very 
infrequently. 

4. SPEECH DEGRADATION 
The method of evaluation using a reference system depends upon being able to find a way of 
degrading/distorting the speech which produces a smooth monotonic decrease in human recognition 
accuracy performance with increasing distortion.  Many degradations exhibit a sharp “knee” in the 
distortion level/recognition accuracy curve which makes them unsuitable for use for this purpose.  In 
addition, a suitable distortion must not produce so severe an effect on the signal that it becomes too 
fatiguing for a listener.  We experimented with several candidate distortions: 

1. additive constant-level white noise 
2. additive speech amplitude-modulated noise 
3. de-tuned AM receiver distortion 
4. speech spectrum inversion 
5. noise added to LPC error-signal or coefficients 
6. time-frequency modulation (TFM) of speech 
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(1) and (2) mask rather than distort the speech and as such can be highly effective in lowering 
recognition accuracy.  However, these techniques exhibit both of the undesirable characteristics 
mentioned above. (3) (4) and (5) produce marked changes in quality in the speech signal and certainly 
lower intelligibility.  Unfortunately, even when the highest level of distortion that these techniques can 
provide is used, the speech remains reasonably intelligible, as the ear is remarkably resilient to 
changes in the power spectrum of the speech signal if the temporal information is retained.   
 
Technique (6), TFM, has the merit of providing distortion of both time and frequency of the speech 
signal and can be viewed as the addition of severe wow or flutter to the speech signal.  If the original 
speech utterance signal is described by the samples s(T), s(2T), s(3T)….., the degraded signal is 
described by s(τ), s(2τ), s(3τ)….., where  
 

τ α π= +T f tm( cos )1 2 .                       (1) 

 
In equation (1) f m  is a low frequency (a few Hz) and α is the “depth of modulation” (0 ≤ α < 1). This 

technique has already been successfully used to distort speech to provide a reference for assessing the 
quality of speech synthesisers [Johnston, 1996].  The same study found that, for fixed f m , there was a 

monotonic relation between the depth of modulation α and the “listening effort” required from the 
listener. This suggests that there may be a monotonic relationship between speech recognition 
accuracy and α.  Accordingly, it was decided to adopt TFM as the preferred method of impairing the 
speech. f m  was fixed at 6.67 Hz (a value found to be appropriate in [Johnston, 1996]) and the degree 

of impairment was adjusted by varying α. 
 
5. LISTENING TESTS 
5.1 Pilot test 
Our objectives in a pilot listening test were: 

1. to experiment with the value of α in equation 1 to find a range of α’s that generated appropriate 
distortions; 

2. to test the viability of use of the interface for recording listeners’ responses; 
3. to test the hypothesis that recognition rate falls smoothly as α is increased; 
4. to make a preliminary study of the parameters that affect human recognition performance. 

 
Five different values of α (0.0, 0.15, 0.2, 0.25 and 0.3) were used to degrade the speech—we refer to 
the application of the corresponding distortions to the utterances as treatments A,B,C,D and E.  A set 
of twenty utterances (the control utterances) was selected from the utterances of the dictionary words.  
These utterances contained four words of one, two, three, four and five syllables each and were uttered 
by the same speaker.  Each listener heard: 

1. The control utterances at each of the five treatments (total 100 utterances); 
2. A set of 100 utterances made up from randomly selected words spoken by randomly selected 

speakers.  20 of these utterances were given treatment A, 20 treatment B, etc. 
 

Our aim in testing listeners with the control utterances at different treatments was to determine 
whether recognition rate falls monotonically as α is increased and also how much variation there was 
between listeners.  Testing listeners with the other 100 utterances was to show how much variation 
exists between different vocabularies and different speakers. 
 
Nine listeners were presented with the above material and used the modified version of interface three 
described in section 3 to make their responses.  They were first screened with a questionnaire to 
establish that they had no hearing defects and that English was their first language.  Listeners were 
presented with the distorted material over high-quality headphones in a quiet booth.  They were 
allowed to adjust the volume during a practice session.  A session took typically 30–40 minutes. 



 
 
 

 6

 
5.1.1 Results of pilot test and discussion 
The percentage of errors (words marked as “unknown” and words misrecognised) made by listeners 
when presented with the twenty control utterances at different distortion levels is shown in Figure 1 
(results are averaged over all nine listeners).  The figure shows a monotonic increase in error-rate as 
the modulation-depth α is increased.  However, the total number of utterances presented at each 
treatment was 180 and hence the number of errors made is rather low. This is attributed to a learning 
effect: after a listener had heard one of the twenty words at a low distortion when it was intelligible, he 
was more able to recognise the same word at a higher distortion (this effect was remarked on by 
listeners). 
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Figure 1: Percentage errors for each value of modulation depth for the twenty control utterances, 

averaged over all listeners 
 

Figure 2 shows the errors on the 100 randomly chosen words (20 at each distortion) when averaged 
over all nine listeners.  The error-rate here is higher as there is no learning effect of words and the 
range of errors (from zero to about 35%) is appropriate for comparison with a real speech recogniser.  
The increase in errors with α is again monotonic. 
 
 

0.00
5.00

10.00
15.00

20.00
25.00

30.00
35.00

0

0.
15 0.
2

0.
25 0.
3

Value of alpha

U
nk

no
w

ns
/m

is
re

c
s 

(%
)

Unknown

Mis recognis ed

 
 

Figure 2: Percentage errors for each value of modulation depth for the 100 randomly chosen 
utterances, averaged over all listeners 

 
Figure 3 shows the errors (misrecognitions and unknowns) made by each of the nine listeners, 
averaged over all modulation depths.  Listener 3 gave a high error-rate on the 100 randomly chosen 
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words and listener 5 low error-rates on both sets of words, but overall the performance is reasonably 
uniform. 
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 Figure 3: Percentage errors for each listener for both control utterances and randomly chosen 

words, averaged over all modulation depths 
 

An analysis of variance for the twenty control utterances and the 100 randomly chosen words was 
made using the percentage error made by each listener (misrecognitions plus unknowns) at each 
distortion level.  Results are presented in Table 1.  
 
20 control utterances: 
 SOURCE DF SS MS F p-value 
 Distortion 4 1445 361.4 18.10 0.000*** 
 Listeners 8 508.1 63.5 3.18 0.009** 
 ERROR 32 639.1 20.0   
 TOTAL 44 2593    

 
100 randomly chosen utterances: 
 SOURCE DF SS MS F p-value 
 Distortion 4 12670 3167 33.1 0.000*** 
 Listeners 8 1780 222.5 2.32 0.043* 
 ERROR 32 3065 95.8   
 TOTAL 44 17510    

 
 

Table 1: Analysis of variance of percentage errors due to listeners and distortions 
for the two sets of utterances used  

 
In Table 1, p-values which are significant at the 0.1% level are marked as (***), at the 1% level as 
(**) and at the 5% level as (*).  Hence for the 20 control utterances, the differences in error-rate due to 
different distortions are very highly significant and differences due to different listeners highly 
significant. For the 100 randomly chosen utterances, the differences in error-rate due to different 
distortions are very highly significant and differences due to different listeners significant. 
 



 
 
 

 8

The pilot experiments indicated to us that: 
1. the interface developed was entirely adequate for the task of selecting a word from a list of over 

5000 words; 
2. TFM distortion generates misrecognition rates which vary monotonically with the depth of 

modulation used; 
3. although there was significant variation in the listeners’ responses, this variation was much less 

than that due to different distortions. 
 
5.2 A balanced design test 
The pilot test established that it was possible to use our interface to measure the recognition rate of 
listeners on TFM speech and that the results obtained were in reasonable accord with our expectations.  
The next stage was to conduct a larger and more rigorous test.  The aims of this test were as follows: 

1. to confirm the main results of the pilot test on a different and larger group of listeners, namely 
that the recognition-rate decreases monotonically as α increases and that variation due to 
different distortion values is greater than that due to different listeners; 

2. to investigate a greater range and finer quantization of the distortion parameter α; 
3. to discover how best to use the database to obtain a reliable estimate of "human performance".   

Point three above is an important one: it would be possible to choose words randomly from the 
available data to estimate the misrecognition rate of the listeners at different distortion levels.  
However, this is clearly inefficient and is not guaranteed to give good estimates unless a very large 
number of utterances is used.  Accordingly, we balanced the test by the following attributes which it 
was thought might affect recognition accuracy: 

1. speaker identity; 
2. speaker sex; 
3. speaker age; 
4. wordlength; 
5. signal-to-noise ratio  (SNR) before any TFM distortion is applied; 
6. TFM distortion level. 

The analysis of responses to a set of utterances that is balanced as above will show which (if any) of 
the above effects are significant in determining accuracy.  This will also enable us to check whether  
we observe a similar pattern in the behaviour of automatic recognisers that we test. 
 
We decided to use the number of phonemes in the word as a characterisation of its length.  The British 
English Example Pronunciation (BEEP) text-to-phoneme dictionary was used to translate each word 
in the "dictionary" word-set to a phoneme-string.  A histogram was made of the lengths of these 
strings and was used to determine boundaries for four groups of word-lengths.  These boundaries fell 
as follows: 

1. Group A:  1 to 4 (inclusive) phonemes 
2. Group B:  5 and 6 phonemes 
3. Group C:  7 and 8 phonemes 
4. Group D:  9 or more phonemes 
 

The signal-to-noise ratio (SNR) of each utterance used in the test was measured using the endpoints 
provided and the figures were divided into 5 bands from A (<15 dB) to E (>40 dB).  Since the 
database was recorded under invariant environmental conditions, the SNR of an utterance is 
effectively an indication of its relative loudness. 
 
Sixteen listeners (8 males and 8 females, none of whom were involved in the pilot-test) were used, a 
number typical of that used for subjective tests in telecommunication channel assessment.  Each 
listener heard a set of 168 words unique to him or her which were balanced by distortion-level, word-
length, speaker identity, speaker sex, speaker age-group and SNR (in practice age-group and SNR 
could not quite be balanced). The variable parameters for each utterance played to a listener were as 
follows: 



 
 
 

 9

1. Distortion-level: 
24 utterances from each of the 7 distortion-levels 0.0, 0.1, 0.15, 0.2, 0.25, 0.3 and 0.35. 

2. Word-length: 
42 utterances from each of the 4 word-length groups 

3. Speaker variables: 
 2 utterances from each of 84 speakers, 42 male, 42 female, usually 21 from each of the four age 

groups. 
4.  SNR: 
 33 or 34 utterances from each of the 5 SNR groups. 
 

5.2.2 Results of balanced design test 
Figures 4–10 show the error-rate or accuracy of various parameters of the test material when averaged 
over the other parameters.  The statistical significance of the variations in accuracy is discussed in 
section 5.2.3 where the results of an analysis of variance (ANOVA) are given. 
 
Percentage misrecognitions and unknowns as a function of α averaged over listeners, word-lengths 
and speaker variables is shown in Figure 4. 
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Figure 4: Errors as a function of the distortion level α (averaged across all other parameters) 
 

This result is in line with the results produced from the pilot-test and shows a small misrecognition 
rate when no distortion is present and a smoothly increasing error-rate for both unknown and 
misclassified words as α is increased.  Notice that recognition performance was not 100% when there 
no distortion was present—the mean error-rate was 9.6% for this condition.  The misrecognitions 
made when no distortion was present were examined to see whether they might have been caused by 
an error in selecting a word.  The pattern of errors suggests that this was not the case.  In most cases, 
the recognised word differed from the target word by one or two phonemes e.g. fund/fond, gate/date, 
monkey/bulky etc. 
 
Figure 5 shows the mean accuracy (misrecognitions and unknowns are pooled as errors) for each 
distortion level with a 95% confidence error-bar. 
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Figure 5: Mean accuracy (with 95% confidence error-bar) for the seven  distortion-levels 

 
Figure 5 suggests that recognition accuracy drops slowly as α increases until a value of between 0.15 
and 0.2 is reached where there is a sharp drop in accuracy which is sustained.  The error-bars in Figure 
5 lengthen as α increases, implying (since all other factors were balanced) that there is more variation 
in listener performance as distortion is increased.  An important assumption in HRPA is that it is 
possible to quote a meaningful value for human performance at a given level of distortion.  The figure 
suggests that the mean values associated with α = 0.1 and α = 0.15 may not differ significantly and 
this may also be the case for the values for α = 0.2 and α = 0.25. A significance test applied to the 
mean accuracy estimates for adjacent values of α showed that there was no significant difference in 
the mean accuracy for α = 0.1 and α = 0.15, and that the  mean accuracy for α = 0.2 and α = 0.25 
differed at about the 6% level.  All other mean accuracies differed significantly (>3% significance).  
The implication of this is that more testing is required to establish how finely the value of α can be 
quantised for differences in mean human performance to remain significant.  The potential sensitivity 
of measurement of the HRPA technique depends on this value. 
 
Figure 6 shows the mean accuracy for each of the four groups of word-length and suggests that longer 
words are significantly easier to recognise than shorter words. 
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Figure 6: Mean accuracy (with 95% confidence error-bar) for the four word-length groups 

 
The test was not well-balanced enough to examine the effect of the speaker-identity on recognition 
accuracy.  However, Figures 7 and 8 show the mean error for male and female speakers and for the 
four speaker age groups. 
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Figure 7: Mean error (with 95% confidence error-bar) for female (F) and male (M) speakers 
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Figure 8: Mean error (with 95% confidence error-bar) for the four speaker age groups 

 
Figures 7 and 8 suggest that there is no effect of speaker sex or age on the recognition accuracy. 
Figure 9 shows mean error for the five SNR groups. 
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Figure 9: Mean accuracy (with 95% confidence error-bar) for the five SNR groups 

 
It appears that (and it is confirmed by ANOVA) there is no significant effect of the original SNR on 
recognition accuracy.  The measured SNR’s of the utterances prior to adding TFM distortion ranged 
from about 15 dB (short utterances, quietly spoken) to > 45 dB (long utterances containing a lot of 
voiced speech, loud speaker) and all the utterances are highly intelligible.  This result suggests that, 
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provided the original utterance is intelligible, its actual SNR is not important as far as adding TFM 
distortion goes.  This is not true for other techniques of degrading the signal such as adding noise. 
 
The accuracy for each listener is shown in Figure 10. 
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Figure 10: Mean accuracy (with 95% confidence error-bar) for the sixteen listeners 
 

Figure 10 suggests that there is a significant difference in the recognition performance of different 
listeners.  The "best" listener achieved a recognition score which was about 20% higher than that of 
the "worst". 
 
5.2.3 Analysis of variance 
An analysis of variance of the results was made using the GLM (Generalised Linear Model) routine in 
the statistical software package MINITAB.  Mis-classifications and unknowns were pooled and the 
variation in accuracy due to the parameters speaker-sex (Sex, 2 levels), speaker-age (Age, 5 levels), 
length of word (Length, 4 levels) distortion-level (Distortion, 7 levels) and SNR (SNR, 5 levels) was 
computed together with the first-order interactions of these parameters.  Results for all the single 
parameters but only for significant interactions of two parameters are given in Table 2. 
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 Source DF   SS   MS   F p-value 
 Sex (S) 1 3368 3368 2.01 0.156 
 Age (A) 3 2567 856 0.51 0.675 
 Length (Ln) 3 308223 102741 61.38 0.000*** 
 Distortion (D) 6 743731 123955 74.05 0.000*** 
 Listener (List) 15 63275 4218 2.52 0.001** 
 SNR  4 928 232 0.14 0.968 
 Age*Distortion 18 48576 2699 1.61 0.050* 
 Sex*Length 3 20539 6846 4.09 0.007** 
 Length*Distortion 18 54068 3004 1.79 0.022* 
 Error 2504 4191633 1674 
 Total 2687 5786217 
 

 Table 2: Analysis of Variance results of recognition accuracy 
 

 
5.2.3 Discussion of results 
Table 2 shows that the effects of wordlength and distortion are significant at the 0.1% level and the 
effect of listeners is significant at the 1% level, as is the interaction of speaker-sex and wordlength.  
The interactions of speaker-age and distortion, and wordlength and distortion are significant at the 5% 
level.  The p-values indicate the probability that the variation due to separate or interacting factors 
occurred by chance but do not show the proportion of the variation due to each factor, or interaction of 
factors.  This is shown in Figure 11 where the F-values of each factor and of the significant 
interactions have been plotted. 
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Figure 11: The F-values for the factors in Table 2. 

 
Figure 11 shows that distortion and word-length are by far the most important causes of variations in 
recognition accuracy when TFM is used to degrade the speech and the other factors which were 
identified as being potential contributors to variation (speaker sex and age, utterance SNR prior to 
degradation) were unimportant.  The implications of this finding are: 

1. It is important to balance word-lengths when estimating human performance. 
2. We would expect to see the same dependency of accuracy on word-length in automatic 

recognisers for the HRPA technique to be valid. 
 
The analysis of variance also revealed that there is a significant difference in the recognition 
performance of listeners which means that defining "human performance" at some distortion level will 
inevitably be subject to some uncertainty.  
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6. DISCUSSION 
We have argued that the most effective way of assessing speech recognisers is to compare them with 
human performance and have taken the first steps in investigating a technique which might enable 
this.  So far, we have: 

1. recorded and verified a large database for experimentation with the technique; 
2. developed a method of distorting speech which lowers human recognition accuracy in a 

controllable way; 
3. developed and tested an interface which enables a listener to select the word recognised from a 

very large list of words; 
4. conducted tests on listeners and analysed the results. 

 
Until we make some tests on automatic recognisers, it is not clear how viable or useful the proposed 
technique is.  These tests should answer the following important questions: 

• Are the kinds of errors made by humans when hearing the degraded speech similar to the kinds 
of errors made by automatic recognisers (which answers the question "Is TFM a suitable 
method of degrading the speech signal for this purpose?") ?  

• How independent of the speech material used for testing are the results? 
• Can we relate performance as measured by HRPA to performance on existing databases? 
 

There are wider questions raised by this approach which also need to be answered.  Some of the 
important ones are: 

• How can the technique be extended to measure human performance on continuous speech? 
• How can the technique be extended to measure human performance on speech which has 

environmental noise present? 
 
It may be that the technique is more suited to assessment of complete speech dialogue systems rather 
than recognisers and we hope that this technique will find application in "Wizard-of-Oz" assessments 
[Nakazato et al., 1996]. 
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